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SUMMARY:
· Dynamic and motivated IT professional with around 9+ years of experience as a Data Engineer with expertise in designing data intensive applications using Hadoop Ecosystem, Big Data Analytical, Cloud Data engineering, Data Warehouse / Data Mart, Data Visualization, Reporting, and Data Quality solutions.
· Extensive experience in Hadoop led development of enterprise level solutions utilizing Hadoop components such as Apache Spark, MapReduce, HDFS, Sqoop, PIG, Hive, HBase, Oozie, Flume, NiFi, Kafka, Zookeeper, and YARN.
· Experience in building power bi reports on Azure Analysis services for better performance when comparing that to direct query using GCP BigQuery.
· Experienced with Spark improving the performance and optimization of the existing algorithms in Hadoop using Spark Context, Spark-SQL, Dataframe API, Spark Streaming, MLlib, Pair RDD 's and worked explicitly on PySpark and Scala.
· Hands on experience on Google Cloud Platform (GCP) in all the big data products BigQuery, Cloud Data Proc, Google Cloud Storage, Composer (Air Flow as a service). 
· Experience in Oozie and workflow scheduler to manage Hadoop jobs by Direct Acyclic Graph (DAG) of actions with control flows.
· Hands-on experience in Azure Analytics Services - Azure Data Lake Store (ADLS), Azure Data Lake Analytics (ADLA), Azure SQL DW, Azure Data Factory (ADF), Azure Data Bricks (ADB) etc.
· Implemented the security requirements for Hadoop and integrating with Kerberos authentication infrastructure- KDC server setup, creating realm /domain, managing.
· Expertise in Creating, Debugging, Scheduling and Monitoring jobs using Airflow and Oozie.
· Experience in building ETL(Azure Data Bricks) data pipelines leveraging PySpark, Spark SQL.
· Experienced with using most common Operators in Airflow - Python Operator, Bash Operator, Google Cloud Storage Download Operator, Google Cloud Storage Object Sensor, GoogleCloudStorageToS3Operator.
· Proficient Data Engineer with a strong background in Azure data services, including Azure Storage, Azure Data Lake Storage Gen2 (ADLS2), Azure SQL, Azure Data Factory (ADF), and Azure Synapse Analytics.
· Skilled in data processing and analytics using Azure Databricks (ADB) and Spark clusters, leveraging PySpark and Spark SQL for large-scale data manipulation and analysis.
· Proficient in Python, R, and SQL, enabling me to develop complex data solutions, perform data cleansing, and create insightful visualizations.

TECHNICAL SKILLS:
	Big Data Technologies
	Hadoop, MapReduce, HDFS, Sqoop, PIG, Hive, HBase, Oozie, Flume, NiFi, Kafka, Zookeeper, Yarn, Apache Spark, Mahout, Sparklib.

	Databases
	Oracle, MySQL, SQL Server, MongoDB, Cassandra, DynamoDB, PostgreSQL, Teradata, Cosmos.

	Programming
	Python, PySpark, Scala, Java, C, C++, Shell script, Perl script, SQL

	Cloud Technologies
	AWS, Microsoft Azure

	Frameworks
	Django REST framework, MVC, Hortonworks

	Tools
	PyCharm, Eclipse, Visual Studio, SQL*Plus, SQL Developer, TOAD, SQL Navigator, Query Analyzer, SQL Server Management Studio, SQL Assistance, Eclipse, Postman

	Versioning tools
	SVN, Git, GitHub

	Operating Systems
	Windows 7/8/XP/2008/2012, Ubuntu Linux, MacOS

	Data Modeling
	Dimension Modeling, ER Modeling, Star Schema Modeling, Snowflake Modeling

	Monitoring Tool
	Apache Airflow

	Visualization/ Reporting
	Tableau, ggplot2, matplotlib, SSRS and Power BI

	Machine Learning Techniques
	Linear & Logistic Regression, Classification and Regression Trees,
Random Forest, Associative rules, NLP, and Clustering



Education
BS in Physics, Shahjalal University of Science and Technology, 2009, Bangladesh.
MS in Physics, Shahjalal University of Science and Technology, 2010, Bangladesh.

PROFESSIONAL EXPERIENCE

Charter Communication, Stamford, CT	                                                                                   Jan 2023 - Present
Data Engineer

Project Description
At Charter Communications, I led the Customer Usage Data Integration project in the telecommunications industry. I designed and implemented data pipelines, ensuring data accuracy, and creating actionable insights through dashboards. This project improved resource allocation, customer service, and personalized offerings, showcasing my technical expertise and data-driven decision-making skills.

Responsibilities:
· Designed and setup Enterprise Data Lake to provide support for various uses cases including Analytics, processing, storing, and Reporting of voluminous, rapidly changing data.
· Responsible for maintaining quality reference data in source by performing operations such as cleaning, transformation and ensuring Integrity in a relational environment by working closely with the stakeholders & solution architect.
· Developed multi cloud strategies in better using GCP (for its PAAS) and Azure (for its SAAS).
· Designed and developed Security Framework to provide fine grained access to objects in AWS S3 using AWS Lambda, DynamoDB.
· Worked on migration of data from On-prem SQL server to Cloud databases<strong> (Azure Synapse Analytics (DW) &amp; Azure SQL DB).
· Set up and worked on Kerberos authentication principles to establish secure network communication on cluster and testing of HDFS, Hive, Pig and MapReduce to access cluster for new users.
· Performed end- to-end Architecture & implementation assessment of various AWS services like Amazon EMR, Redshift, S3.
· Lead the design and implementation of a highly efficient data pipeline using Azure Data Factory, optimizing data ingestion and transformation processes.
· Collaborate with data scientists and analysts to understand data requirements and ensure timely delivery of clean and structured datasets.
· Utilize Azure Databricks and Spark clusters to perform advanced data processing, leveraging PySpark and Spark SQL for data transformations.
· Implement data quality checks and monitoring to proactively identify and resolve issues, ensuring data accuracy and reliability.
· Work closely with Azure Synapse Analytics to create and maintain data warehousing solutions, optimizing query performance and storage costs.
· Develop and deploy the outcome using spark and Scala code in Hadoop cluster running on GCP.
· Implemented the machine learning algorithms using python to predict the quantity a user might want to order for a specific item so we can automatically suggest using kinesis firehose and S3 data lake.
· Used AWS EMR to transform and move large amounts of data into and out of other AWS data stores and databases, such as Amazon Simple Storage Service (Amazon S3) and Amazon DynamoDB.
· Used Spark SQL for Scala & amp, Python interface that automatically converts RDD case classes to schema RDD.
· Import the data from different sources like HDFS/HBase into Spark RDD and perform computations using PySpark to generate the output response.
· Creating Lambda functions with Boto3 to deregister unused AMIs in all application regions to reduce the cost for EC2 resources.
· Importing & exporting databases using SQL Server Integrations Services (SSIS) and Data Transformation Services (DTS Packages).
· Build data pipelines in airflow in GCP for ETL related jobs using different airflow operators both old and newer operators. 
· Coded Teradata BTEQ scripts to load, transform data, fix defects like SCD 2 date chaining, cleaning up duplicates.
· Developed reusable framework to be leveraged for future migrations that automates ETL from RDBMS systems to the Data Lake utilizing Spark Data Sources and Hive data objects.
· Conducted Data blending, Data preparation using Alteryx and SQL for Tableau consumption and publishing data sources to Tableau server.
· Developed Kibana Dashboards based on the Log stash data and Integrated different source and target systems into Elasticsearch for near real time log analysis of monitoring End to End transactions.
· Implemented AWS Step Functions to automate and orchestrate the Amazon SageMaker related tasks such as publishing data to S3, training ML model and deploying it for prediction.
· Integrated Apache Airflow with AWS to monitor multi-stage ML workflows with the tasks running on Amazon SageMaker.

Environment: AWS EMR, S3, RDS, Redshift, Lambda, Boto3, GCP, Azure, DynamoDB, Amazon SageMaker, Apache Spark, HBase, Apache Kafka, HIVE, SQOOP, Map Reduce, Snowflake, Apache Pig, Python, SSRS, Tableau.

U.S. Bancorp, Minneapolis, MN	                                                                                             Aug 2021 - Dec 2022
Data Engineer

Project Description
At U.S. Bancorp, I led the development of the Fraud Detection and Prevention Engine in the financial services sector. This project involved real-time analysis using advanced algorithms and machine learning to proactively detect and prevent fraudulent activities, safeguarding the bank's assets and customer data while ensuring compliance and trust.

Responsibilities:
· Collaborated with Business Analysts and SMEs from various departments to collect business requirements and identify workable items for future development.
· Collaboration with ETL developers to ensure that data is well cleaned, and the data warehouse is up to date for Pig reporting.
· Worked on creating tabular models on Azure analysis services for meeting business reporting requirements.
· Selected and generated data into csv files, which were then stored in AWS S3 via AWS EC2, and then structured and stored in AWS Redshift.
· YAML files were written to automate the Build and Release definitions.
· To automate the process, I created YAML templates.
· Using AWS Glue, I created ETL pipelines for S3 parquet files on a data lake.
· Create ETL processes in AWS Glue to migrate Campaign data from external sources such as S3, ORC/Parquet/Text Files, and SQL Server into AWS Redshift.
· Developed business intelligence reporting solutions in Power BI and Reporting Services (SSRS).
· Developed reports and charts by connecting to various data sources such as Microsoft Excel and SQL servers and implemented drill down functionality with the Power BI tool.
· PySpark and Pandas were used to calculate the moving average and RSI score of the stocks, which were then generated and stored in a data warehouse.
· Exploring the use of Spark context, Spark-SQL, PostgreSQL, Data Frame, OpenShift, Talend, and pair RDD's to improve the performance and optimisation of existing Hadoop algorithms.
· Involved in Hadoop cluster integration with Spark engine to perform BATCH and GRAPHX operations.
· Using Python Pandas, I performed data preprocessing and feature engineering for further predictive analytics.
· Spearheaded the migration of on-premises data infrastructure to Azure, including Azure Storage and Azure SQL, ensuring minimal downtime and data integrity.
· Developed custom scripts in Python to automate the data migration process, reducing manual effort and minimizing errors.
· Implemented security measures and access controls to safeguard sensitive data in compliance with company policies.
· Collaborated with Azure architects to optimize cloud resource allocation, resulting in cost savings for the organization.
· Created Python automation scripts to automate the test, analyse, plot, and report the results.
· Python was used to implement automation scripts.
· Python scripting was used to create a data quality portal.
· In Python, I created a fuzzy-text matching programme to detect and eliminate redundancy.
· Developed and validated machine learning models for predicting total amount of trade, including Ridge and Lasso regression.
· Polynomial transformation and feature selection were used to improve the performance of regression models, and these methods were used to select stocks.
· Developed a predictive analytics report using Python and Tableau, including visualization of model performance and prediction results.
· Using SQL and PL/SQL, I created complex database objects such as stored procedures, functions, packages, and triggers.
· With Oracle Streams, I was involved in data replication and high availability design scenarios.
· Working with Oracle supplied packages, Dynamic SQL, Records, and PL/SQL Tables.
· Data loading was done with PL/SQL and SQL*Loader, which is called UNIX scripts to download and manipulate files.
· Configuring continuous integration and deployment of spark jobs to EMR clusters.
· Spark application scheduling in an AWS EMR cluster.
· Created the PySpark code for AWS Glue jobs and EMR.
· Designed, developed, and implemented ETL pipelines on AWS EMR using the Python API (PySpark) of Apache Spark.
· An existing on-premises application was migrated to AWS. Used AWS services such as S3 for data processing and storage and was familiar with configuring and maintaining AWS EMR clusters.
· Secure EMR launcher on demand with custom spark submit steps using S3 Event, SNS, KMS, and Lambda function.

Environment: Spark (PySpark, SparkSQL, SparkMLIib), Azure, Python 3.x (Scikit-learn, NumPy, Pandas), Tableau 10.1, GitHub, AWS EMR/EC2/S3/Redshift, Pig, Power BI, Microsoft Office (Excel & Access), and SQL.
 
Cardinal Health, Dublin, OH                                                                                                              Feb 2019 – Jul 2021
Data Engineer

Project Description
At Cardinal Health, I led the Medical Billing Data Optimization project in healthcare. My team and I streamlined billing processes, integrated automation, and achieved error reduction, faster reimbursements, and cost savings.

Responsibilities:
· Implemented reporting Data Warehouse with online transaction system data.
· Developed and maintained data warehouse for PSN project.
· Provided reports and publications to Third Parties for Royalty payments.
· Managed user account, groups and workspace creation for different users in PowerCenter.
· Wrote complex UNIX/windows scripts for file transfers, emailing tasks from FTP/SFTP.
· Used AWS glue catalog with crawler to get the data from S3and perform SQL query operations.
· Worked with PL/SQL procedures and used them in Stored Procedure Transformations.
· Extensively worked on oracle and SQL server. Wrote complex SQL queries to query ERP system for data analysis purpose.
· Worked on most critical Finance projects and had been the go-to person for any data related issues for team members.
· Developed Spark applications using PySpark and Spark-SQL for data extraction, transformation, and aggregation from multiple file formats for analyzing & transforming the data to uncover insights into the customer usage patterns.
· Ingested data in mini-batches and performs RDD transformations on those mini-batches of data by using Spark Streaming to perform streaming analytics in Databricks.
· Migrated ETL code from Talend to Informatica. Involved in development, testing and postproduction for the entire migration project.
· Designed and implemented a real-time data streaming architecture using Azure Event Hubs, allowing for the ingestion of high-velocity data streams.
· Utilized PySpark for real-time data processing, enabling immediate insights and actionable analytics.
· Integrated Azure Data Factory to automate data processing workflows and ensure timely delivery of real-time data to downstream systems.
· Developed monitoring and alerting mechanisms to detect and respond to anomalies in data streams, maintaining data pipeline reliability.
· Designed and deployed data pipelines using Data Lake, Databricks, and Apache Airflow.
· Tuned ETL jobs in the new environment after fully understanding the existing code.
· Maintained Talend admin console and provided quick assistance on production jobs.
· Involved in designing Business Objects universes and creating reports.
· Built adhoc reports using stand-alone tables.
· Involved in creating and modifying new and existing Web Intelligence reports.
· Created Publications which split into various reports based on specific vendor.
· Wrote Custom SQL for some complex reports.
· Worked with business partners internal and external during requirement gathering.
· Worked closely with Business Analyst and report developers in writing the source to target specifications for Data warehouse tables based on the business requirement needs.
· Exported data into excel for business meetings which made the discussions easier while looking at the data.
· Performed analysis after requirements gathering and walked team through major impacts.
· Provided and debugged crucial reports for finance teams during the month end period.
· Addressed issue reported by Business Users in standard reports by identifying the root cause.
· Get the reporting issues resolved by identifying whether it is reporting related issue or source related issue.
· Creating Ad hoc reports as per user’s needs.
· Investigating and analyzing any discrepancy found in data and then resolving it.

Environment: Informatica Power Center 9.1/9.0, Talend 4.x & Integration suite, Azure, Business Objects XI, Oracle 10g/11g, Oracle ERP, EDI, SQL Server 2005, UNIX, Windows Scripting, JIRA.

Chewy, Plantation, FL                                                                                                                        Sep 2016 - Jan 2019
Data Engineer

Project Description: 
At Chewy, I played a key role in developing the Real-time Inventory Management System in the e-commerce industry. This project aimed to optimize inventory control by providing real-time visibility into stock levels and demand fluctuations. Leveraging cutting-edge technology, my team and I implemented robust tracking, forecasting, and automated replenishment processes. As a result, we significantly reduced stockouts, improved order fulfillment, and enhanced customer satisfaction, showcasing my ability to drive operational excellence and customer-centric solutions in the e-commerce sector.

Responsibilities:
· Worked on development of data ingestion pipelines using ETL tool, Talend & bash scripting with big data technologies including but not limited to Hive, Impala, Spark, Kafka, and Talend.
· Experience in developing scalable & secure data pipelines for large datasets.
· Gathered requirements for ingestion of new data sources including life cycle, data quality check, transformations, and metadata enrichment.
· Supported data quality management by implementing proper data quality checks in data pipelines.
· Delivered data engineer services like data exploration, ad-hoc ingestions, subject-matter-expertise to Data scientists in using big data technologies.
· Worked on designing visuals and dashboards using Power BI.
· Build machine learning models to showcase Big Data capabilities using PySpark and MLlib.
· Utilized Google Cloud Platform (GCP) Cloud Data Fusion’s integration for moving data into BigQuery for data warehousing.
· Utilized relational store Cloud Spanner.
· Develop new system processes and improve existing ones for efficient Google Workspace (G Suite) account lifecycle management.
· Providing support for Migration and Sync tools for G suite (GAMO, GASMO, GADS, GAPS, GAMLN).
· Extensively used YAML for creating configuration file.
· Worked on automating the pipeline by writing Python code to create the YAML files for all the applications that use the pipeline.
· Enhanced the performance of an existing Azure Synapse Analytics data warehouse by optimizing data models and query execution plans.
· Collaborated with data analysts to understand query requirements and fine-tuned SQL queries for faster execution.
· Implemented partitioning and indexing strategies to improve data warehouse performance, reducing query response times.
· Conducted regular performance tuning and monitoring to ensure the data warehouse met SLAs and business needs.
· Extracted data from the XML file and loaded it into the database. Designed and developed Oracle forms & reports generating up to 60 reports.
· Performance tuning of Oracle Databases and User applications.
· Wrote conversion scripts using SQL, PL/SQL, stored procedures, functions, and packages to migrate data from SQL server database to Oracle database.
· Created and modified SQL Plus, PL/SQL and SQL*Loader scripts for data conversions.
· Upgraded Oracle 9i to 10g software in different environments for latest features and tested databases.
· Enhancing Data Ingestion Framework by creating more robust and secure data pipelines.
· Implemented data streaming capability using Kafka and Talend for multiple data sources.
· Worked with multiple storage formats (Avro, Parquet) and databases (Hive, Impala, Kudu).
· S3 - Data Lake Management. Responsible for maintaining and handling data inbound and outbound requests through big data platform.
· Working knowledge of cluster security components like Kerberos, Sentry, SSL/TLS etc.
· Prepared and created analytic reports on customer insights using Microsoft Excel (advanced), Word, and PowerPoint.
· Utilized Microsoft Excel and Python to collect and analyze data.
· Involved in the development of agile, iterative, and proven data modelling patterns that provide flexibility.
· Knowledge on implementing the JILs to automate the jobs in production cluster.
· Troubleshooted user's analyses bugs (JIRA and IRIS Ticket).
· Worked with SCRUM team in delivering agreed user stories on time for every Sprint.
· Worked on analyzing and resolving production job failures in several scenarios.
· Implemented UNIX scripts to define the use case workflow and to process the data files and automate the jobs.
· Knowledge on implementing the JILs to automate the jobs in production cluster.

Environment: Spark, Redshift, Python, Google Workspace (G Suite), HDFS, Hive, Pig, Sqoop, Scala, Kafka, Shell scripting, Linux, Jenkins, Eclipse, Git, Oozie, Talend, Agile Methodology, Microsoft Excel, and Power BI.

Marsh McLennan, New York, NY	                                                                                             Jul 2014 - Aug 2016
Data Engineer 

Project Description
At Marsh McLennan, I led the Claims Processing Automation project within the insurance industry. This transformative initiative aimed to enhance efficiency and accuracy by automating the claims processing workflow. Through strategic implementation of advanced technologies and process optimization, my team and I successfully reduced processing times, minimized errors, and improved customer satisfaction. This project highlights my ability to drive operational improvements and deliver streamlined solutions in the insurance sector.

Responsibilities:
· Used custom developed PySpark scripts to pre-process, transform data and map to tables inside the CIF (Corporate Information Factory) data warehouse.
· Developed shell scripts of Sqoop jobs for loading periodic incremental imports of structured data from various RDMS to S3 and used Kafka to ingest real-time website traffic data to HDFS.
· As part of reverse engineering discussed issues/complex code to be resolved and translated them into Informatica logic and prepared ETL design documents.
· Experienced working with team, lead developers, interfaced with business analysts, coordinated with management, and understand the end user experience.
· Used Informatica Designer to create complex mappings using different transformations to move data to a Data Warehouse.
· Developed mappings in Informatica to load the data from various sources into the Data Warehouse using different transformations like Source Qualifier, Expression, Lookup, aggregate, Update Strategy and Joiner.
· Led the development and implementation of a comprehensive data governance and compliance framework for the organization's data assets stored in Azure.
· Defined data access policies, data retention policies, and data classification standards to ensure data security and compliance with regulatory requirements.
· Collaborated with legal and compliance teams to ensure data protection and privacy standards were met, including GDPR and HIPAA.
· Implemented data lineage tracking and auditing capabilities to maintain a transparent record of data movement and access.
· Conducted regular data compliance audits and facilitated training sessions to promote data governance awareness among teams.
· Extracted (Flat files, mainframe files), Transformed and Loaded data into the landing area and then into staging area followed by integration and semantic layer of Data Warehouse (Teradata) using Informatica mappings and complex transformations (Aggregator, Joiner, Lookup, Update Strategy, Source Qualifier, Filter, Router and Expression Optimized the existing ETL pipelines by tuning SQL queries and data partition techniques
· Created independent data marks from existing data warehouse as per the application requirement and updated them on bi-weekly basis.
· Decreased the Azure billing by pivoting from using Redshift storage to Hive tables for unpaid services and implemented various techniques like Partitioning and Bucketing over hive tables to improve the query performance.
· Used Presto distributed query engine over hive tables for its high performance and low cost.
· Automated and validated data pipelines using Apache Airflow.

Environment: Sqoop, Informatica, Amazon EMR/Redshift, Presto, Apache Airflow, Hive.



